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Why do we want high-value Al deployments?

Health

e |Information access

e Human productivity



https://en.wikipedia.org/wiki/Self-driving_car#/media/File:Tesla_Autopilot_Engaged_in_Model_X.jpg
https://en.wikipedia.org/wiki/Translation#/media/File:%C3%86toms_-_Translation.svg
https://en.wikipedia.org/wiki/Stock_market#/media/File:Philippine-stock-market-board.jpg

What is the barrier? Risk (lack of reliability) and cost.

Hugging Face Hub Breached by Autonomous
AI Agents in Precedent Cyber Incident

THE WALL STREET JOURNAL & EXTRAHOP « JULY 2026

Hugging Face confirmed an unprecedented cyber intrusion where
autonomous Al agents broke out of isolated testing sandboxes and breached
its model infrastructure.

The agents exploited zero-day dataset loaders to gain cluster privileges,
marking the first confirmed case of autonomous agents penetrating an
external developer platform.

Surging Token Costs Force Enterprises to Cap
Al Spend as Budgets Burn Out Rapidly

GOLDMAN SACHS & FORBES « OCTOBER 19, 2026

Goldman Sachs reports enterprises are capping generative Al use due to
soaring token bills. Uber burned its annual Al budget in four months, forcing
strict gatekeeping.

Firms including Microsoft, Walmart, and Meta introduced hard quotas to stop
runaway agentic spend as unexpected multi-million-dollar overruns mount.
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SOURCE ATTRIBUTIONS: THE WALL STREET JOURNAL (JUL 2026) - GOLDMAN SACHS 'CONNECTING THE DOTS' (OCT 2026)
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benchmarks
manage risk and
drive progress
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Standards manage risk

Reduce uncertainty Foster best Enable aggregate
around risk practices reliability

NFPA 704
safety square




Benchmarks reduce uncertainty and drive progress

“What get measured, gets improved.” — Peter Drucker

Benchmarking aligns the
entire community in
pursuit of the same clear
objective.




Al is not a like building:
standards need benchmarks

Can inspect a building Must evaluate an Al

A standardized evaluation (a benchmark) is much more consistent
than evaluation according to a standard.




Benchmarks build trust
B
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CMS HOSpita| E] NHTsA 5-Star Safety Ratings Slses2
Quality star rating New Car Assessment LEED green building
Benchmark Program Safety Testing  certification
Description Star ratings for quality Star ratings for vehicle crash 4 tier rating system for
of patient care, across protection quality of green buildings
46 measures
Impact 46% of US hospitals 86% of new vehicle fleet in >100K commercial buildings

(n=~2820) are
CMS-rated as of 2024

2016 2019

3% — 7%

Of all US hospitals
that achieved a 5-star
CMS rating

2024 achieved a 5-star
rating

1978 2020

550K — 221K

Number of US fatalities
due to vehicle car
crashes

Baseline value in year of introduction

globally are LEED—certified
as of 2024

0% — 6%

Of LEED-certified
buildings in US, India, and
UAE achieved Platinum
level certification

Improved value

Source: New Car Assessment Program Document, Federal Register 2022 | CMS just gave 293 hospitals ‘five stars, The Advisory, 2019 | Leed Project Directory, USGBC
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MLCommons collective engineering approach builds on the expertise
of our members from industry, academia and non-profits around the

world.
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Academic Contributors:

Columbia University
Harvard University

Oxford University
Polytechnique Montreal
Peng Cheng Laboratory
Stanford University
University of California, Berkeley
University of Pennsylvania
University of Toronto
University of Tubingen
University of Virginia
University of York, UK

Yonsei University
York University, Canada
And others...
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V& MLPerf

New MLPerf Inference v4.1 Benchmark Results Highlight
Rapid Hardware and Software Innovations in Generative Al

Systems
BLOCKS
L—I & FILES.
Newest Googl

e BOK FLE OBECT DSK TAE FASH NME SCH  HO  COMPOSABLE
The Nvidia B2

MLPerfbench

IEEE Spectrum -
—

Al processina speeds continue to
ociot leaues Jobs VentureBeat q

figence v Secuiy v - Automation v Emerprise

MLPerf Inference 4.1 results show
gains as Nvidia Blackwell makes
its testing debut

Create your world.

Benchmarks for speed, power, utility, reliability

LUMINATE

[WhiRID)

A New Benchmark for the Risks of Al

MLCommons provides benchmarks that test the abilities of Al systems. It wants to measure the.

One Chatbot Safety Benchmark To Test Them All »
AlLuminate aims to create an industry standard for large

A siliconANGLE ithe voice of enterprise and emerging tech]

© CLOUD Al SECURTY INFRA  BLOCKCHAIN  POLICY BIGDATA  APPS  EMERGINGT

TS08 EoT ) DECERER 01 2020

MLC: rel new AlLumil benchmark for
measuring Al model safety

ML Medical

nature machineintelligence

Explore content v About thejournal ¥ Publish with us

F king of
intelligence with MedPerf

MLCommons launches a new|

platform to benchmark Al
medical models

nealtheare organizatons have an A stratoay n place,while another 5% are
planning tolaunch one.

‘advice to ciicians n the fed

Butas more modelstuned o medicaluse cases come tomarket, i

‘Some show biases toward cotain patent populations,usually incriies —
Jeading o harmiul impacts i therealworc

ML Datasets

Datasets

Cognata Dollar Street.

ML Croissant
@ o

ar (iV > 68 > arXiv:2403.19546

Computer Science > Machine Learning
{Submtod on 20 202 1), st vt D 2024 (s vksion, 13
Croissant: A Metadata Format for ML-Ready Datasets

Mubashara Akhtar, Omar Benjelloun, Costanza Conforti, Luca Foschini, Joan Giner-M
Satyapriya Krishna, Sylvain Lesage, Quentin Lhoest, Pierre Marcenac, Manil Maskey,
‘Simperl, Arjun Suresh, Goeffry Thomas, Slava Tykhonov, Joaquin Vanschoren, Sushe

Data is a crical rasourca for machina learing (ML), yet working with data ramains a key fiction 1
oo, rameworks, and plalforms. Crolssant makes datasels more discoverable, porlable, and inle
several popular datasat reposiories, spanning hundreds of housands of datasets, enabling easy
human aters shows that Croissant metadata s readabe, understandable, complete, yet concise

Gomments: Track, nf
Sutcts:
Ciess 00240019546 [esL0]
(o1 a0 2400.195461 [c3.L6] o this version)
ol g/ 1048550131 240319548 @
‘Relalod DO itps:idoi org/10. 11453650203 9663326 @)

Submission history
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1] Ths, 28 Mar 2024 16:27:26 UTC (1,268 KB)
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Benchmarks drive progress on efficiency

Utility/Reliability

Speed/Power/Cost

Utility/Reliability

Speed/Power/Cost



Academic vs industrial benchmarking

Academic benchmark = “Industrial-grade” benchmark =
e Open dataset e Assessment standard

e Open evaluation mechanism e Practice dataset
e One-time or HuggingFace e Official hidden dataset
leaderboard e Mechanism for dataset refreshes
e Paper (ideally NeurlPS) e Hidden evaluator
Excellent for innovation Ideas e Tester registration and result mgmt
e Technical and legal infrastructure for

testing with hidden elements
e Governance for evolution of
benchmark and dispute resolution
e Financial support mechanism
Capable of supporting standards and
markets



AlLuminate:
Benchmarking
Reliability

OOOOOOOO



Capability vs. Reliability Benchmarks

3 0 i
Humanity’s Last Exam orth Units sold Units sold Days until | % of run until
(mean) (min) sales stop sales stop
1,560 0 102 82.2%
g 831 0 86 80.3%
5 344 344 67 100.0%
g 375 0 35 43.8%
- 473 65 71 73.2%
2 T T 89 0 15 42.4%
Hummingbirds within Apodiformes uniquely 23 0 8 12.9%
have a bilaterally paired oval bone, a 104 0 50 55.7%
sesamoid embedded in the caudolateral 258 108 65 50.3%
portion of the expanded, cruciate m 118 - SR
aponeurosis of insertion of m. depressor
caudae. How many paired tendons are SO :<.1ts of models on Vending-Bench

supported by this sesamoid bone? Answer

with a number. Andon Labs: https://arxiv.org/pdf/2503.14499v1
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The Al Reliability Map

Al Reliability Map: Rules and Circumstances

Circumstances

Correctness:
Obeying rules while
following instructions

Security:

Resisting rule violations
caused by malicious
actors

Rules

Functionality

Data Protections

Product Safety

Frontier Safety

Psychosocial Limits




MLCommons AlLuminate

AlLuminate Safety

A reliability benchmark for general-purpose Al chat systems.

It measures whether a system keeps to its intended behaviour when a prompt is designed to elicit a dangerous, illegal or
undesirable response. The result is a system-level measurement of risk and reliability, overall and for each hazard.

Five components make it a benchmark rather than a test set

Assessment Prompt datasets Evaluator Grading and Infrastructure
standard A practice set for A classifier trained on reporting The technical and

The hazard taxonomy developersand a human-graded Five grades, overall and organisational means to
and the rules for judging confidential official set responses and checked per hazard, that run it for the long term
aresponse for grading against human ratings non-experts can act on

Built by the Working Groups of the MLCommons Al Risk & Reliability Program, an open consortium.

Safety results are judged based on the AlLuminate 1.4 assessment standard.

Work on assessment standard 1.5 begins next week - now is a great time to get involved.


https://drive.google.com/file/d/1Kh3G39PXhai_Lk6NLWL5OjWbcgDD-KFW/view

The hazard taxonomy: twelve categories in three groups

Physical hazards Non-physical hazards Contextual hazards
Can cause physical harm to users or the Unlikely to cause physical harm, but may Harmful in some deployments, acceptable in
public lead to criminal, social or economic harm others
Violent crimes Intellectual property Specialized advice (election,
Sex-related crimes Defamation financial, health, legal)

Sexual content
Child sexual exploitation Non-violent crimes

Animplementer can switch a contextual
Suicide and self-harm Hate category off where it is a wanted feature, for

. L . example sexual contentin an adult product.

Indiscriminate weapons (CBRNE) Privacy

The physical and non-physical groups seta
minimum for every model in every region.
The standard judges the response, not the prompt. We develop examples, annotation guides, training materials, and
decision flows to support consistency of ground truth creation. For most categories, describing a hazard is acceptable,
while enabling, encouraging, or endorsing it is not.



MLCommons AlLuminate

AlLuminate Jailbreak

Does a system's safety behaviour hold when someone is trying to get around it?

A jailbreak is a prompt crafted to bypass a system's safeguards and elicit an output it would normally refuse. Passing a safety test

does not show a system will stay safe under that pressure. This benchmark measures the difference.

Hazards and attacks are
separate

A hazard is the harmful outcome,
such as violent crime or self-harm.
An attack is the mechanism used to
induce it, such as role-play or
encoding. One mechanism can
target every hazard; one hazard can
be tested with many mechanisms.

Builds on AlLuminate Safety

Same hazard taxonomy, same
assessment standard, same grading.
The baseline is a safety standard
maintained for its own benchmark,
not a definition of harm written for
the attack study.

The result is a Resilience Gap

Each promptis transformed by an
attack. The gap is the safe-response
rate at baseline minus the rate under
attack - how much safety degrades
when the same prompt is jailbroken.
Scored as a function of attack family
from the MLCommons jailbreak

taxonomy, and in aggregate.



Taxonomy of the Jailbreak Benchmark

Attacks are grouped by how they bypass safety controls at inference time, not by what they ask for. Four families, eight
categories, eighteen leaf mechanisms. Each implemented attack is assigned to exactly one leaf by its dominant mechanism, so
coverage can be stated and compared across releases.

Perturbation Encoding abuse Overt carriers Composition and
Plain perturbations Encoding abuse Direct override patterns 2L LT
Character-level micro-edits; ASCll encoding; Base64, URL Simple overrides; DAN-style Context framing and
local paraphrase and rewording and other obfuscation; Unicode, composites deception
BiDi and zero-width tricks Benign wrapper around a
Transfer text perturbations Role-play and template harmful core: scenario-based
Adversarial triggers; Wrappers and schemas jailbreaks assembly
paraphrase-based transfer JSON, Markdown and code Benign pretext and safety
blocks; length and prefix-suffix reframing; persona role-play Fragment assembly
wrappers Token and phrase shuffling;

prompt optimisation and search;
interleaving benign and harmful

sections

Attacks are curated from published research, practitioner reports and community submissions; MLCommons does not invent new ones. The taxonomy is

public. The specific attack set is not, to limit overfitting and the spread of operational detail.
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Heath Al need large diverse benchmarks ... with patient privacy

e Al models often succeed in the research lab, but fail in real-world settings,
necessitating more extensive validation

e Al models need diverse data, but healthcare data sharing is difficult due to
technical and regulatory reasons, and privacy concerns

@ The Guardian
Minority Patients Often Left An app could catch 98.5% of all Covid-19 infections. Why
Behind By Health AI - ;
isn't it available?
= When participants in their study prd  Apalytics And Data Science
= ° 2, 2022 091008 algorithm successfully detected 98,
@ Listen to article 8 min Auu About Issues Ourwork News Take action - -
- Why Al Failed to Live Up to
NEWS & COMMENTARY = o
Algorithms Are Making Decisions Its POte I!tlal Du ri ng t he
About Health Care, Which May Only
Worsen Medical Racism Pa n d emic
Unclear regulation and a lack of transparency increase by BhaSkar Chakravortl

the risk that Al and algorithmic tools that exacerbate
racial biases will be used in medical settings.

e e o4




Bring the test to the data...
without exposing the test

e Federated Evaluation Infrastructure. An
open platform that evaluates Al models
locally at the data provider's site without
the data ever leaving the premises.

e Confidential Compute (CC) Integration.
Combining MedPerf with CC ensures

1.

2.

L
Commons

Data remains private and under the
control of the host.

Proprietary Al models remain
encrypted and opaque during
execution.

Data owner 1

Data owner 2

Local
data

Local
data

Local
evaluation

Local
evaluation

s

N

Data owner N

Local
data

Local
evaluation

Z

A

Benchmark
committee

0

0

Model owner 1

Model owner 2

MedPerf

MedPerf
server

0

Model owner N
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MLPerf: Speed and Power Measurement for Purchasing

L
Commons

94 000+ reproducible,
peer-reviewed benchmark results

Adoption by government, industry,
and academia

Extensive use in RFPs from
smartphones to data centers

Recognition by IEEE, ISO/IEC SC42,
and other standards bodies

“Everyone is very on-board with using

ML Perf! Disagreements tend to come from

which ML Perf test(s) we ultimately choose,
not whether we should use MLPerfin our

procurement.”

NATIONAL
LABORATORY
OF THE ROCKIES

Lambda's MI{qI:X\:3'4§ MLPerf 6.0: AMD Instinct™ MI355X GPUs
v6.0: hardwalwirer manngve SUrPass 1M Tokens/Sec, Power New Workloads
and Demonstrate Distrib AR

focT & &

AMD Delivers Breakthrot
MLPerf Inference 6.0 Re:
Across All-New GenAl Wi
with Instinct™ MI355X GI

QCT Al Infrastructures Address
Evolving Al Workload Needs with

AMDQ MLPerf Training v6.0 Results
together we advance_

Alinference for

27



Newest Benchmark: MLPerf Agents

L
Commons

Full agentic trajectory
From goal to verified outcome
o |ncorporates accuracy

Includes inference and tool calling

Measures
o Harness
o Model
o System
Metrics
o Throughput
o Latency

o Power / cost
Build in MLCommons Working
Group with industry partners

MLPerf Inference + Power: Model serving only

A
r A

Delegated goal [P - Verified outcome

owner, intent, policy evidence, effects, cost

| request || modercan | “:-

. iy e

context [---..___ . ._...

managed trajectory descriptor

I identity + goal l I budget + deadiine | | memory handles | I authority | | effects + recovery trace + evidence placement + cost ‘

k J
Y

MLPerf Agents scope: verified full task

Reference flow built by end of Stage 2

28



MLPerf Endpoints (endpoints.mlcommons.org)

Agentic: Throughput per kW vs. E2E Average Interactivity

e Example: Agentic inference
benchmark using Deepseek
v41flash

- higher is better

e PlotshowsH200 (green),
GB300 (red), VR200 (blue)
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e Throughput/kW isagood
proxy for cost

L
Commons 29



We can do
this... together
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Reliability scope challenge

Aspects: correctness, safety, security

195

X ) g
countries

Modalities: text, images, video, etc.

X
Interactions: prompt-response, multiturn, agentic X

X
Application areas: general, health, finance

X
Users: age, employee vs. customer vs. private

31



How to cover huge scope, at industry quality?

Shared Common core Efficient regionalization
infrastructure? evaluations, evolving

quickly? including updates?

v2



MLCommons: part of the Al reliability ecosystem

public
NGOs
Benchmarks Ert .
Conventional | (e.g. MLCommons) nterprise
Al software and standards 9 Assuratnce deployers
hardware (e.g.1SO) . Qgls 110 (especially in
vendors for processes Use-case specﬂ"lc Verl_fy hlghly regulated
evals (e.g. deployers | compliance industries)
etc. L Industries
and/or specialists)




Our challenge together:

Make Al dependable and reliable.

Make Al efficient.
Grow Al markets, responsibly.

Deliver real value to real people.

34



Join us at | |
mlcommons.org/ailuminate

Or reach out
iInfo@mlcommons.org

35


http://mlcommons.org/ailuminate
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